University of Washington iSchool Faculty Accomplishments Project

Specification for a 
Managed Vocabulary Creation 
Test Application
Prepared by

The UW iSchool Faculty Accomplishments Team

Bob Boiko Project Director
Suzanne Soroczak, Technical Lead
Aaron Louie, Information Lead

Revision History
	First Draft
	2-26-2003

	Second Draft
	3/12/03

	Approved Final Draft
	3/15/03


The aim of the accomplishments project is to prototype a system for gathering, finding and reporting on the accomplishments of the faculty of the University of Washington. Within that larger project, we intend to test the proposition that a group of people can generate their own descriptive vocabulary without undue intervention of external taxonomists or catalogers.
The purpose of this application is to test that proposition. It will allow users to create and converge a vocabulary set by answering a series of discrete questions about the existing set. Given an initial set of phrases and the right set of questions, posed in the right way, we intend that an agreed to and comprehensive (a convergent) vocabulary can be derived. 

	For more information on …
	See the document titled …

	The overall purpose of the accomplishments project.
	Accomplishments Project Mandate.doc

	The high level project plan.
	Accomplishments Prelim Project Plan.doc

	The concepts on which this test application and the wider system are based.
	Accomplishments Project Concepts.doc


1. User Analysis

The three two major audiences for this application are:

· A Vocabulary Manager (VM) who will set the parameters of the experiments and chart the results. For programming purposes, the VM can be considered to be the system administrator. The VM can be considered to be a very experienced computer user who is comfortable using little or no user interface to accomplish her tasks.

· iSchool faculty who will participate in the experiments by using the application.

· School of Nursing (SoN) faculty who will also participate in the experiments by using the application.

 Here are the assumptions we have made for the two faculty groups:
	
	iSchool Faculty
	SoN Faculty

	Attitudes


	We can expect them 

· To be Interested in the app from an academic standpoint.

· To have thought about the ideas before

· To know about and care about the wider use of the technology or concepts
	We can expect them 

· not to be Interested in the app from an academic standpoint.

· Not to have thought about the ideas behind the application before

· Not to care about the wider use of the technology or concepts

	Experience


	· Low intermediate to advanced computer users

· Some experience with apps like this

· May have a lot of experience with vocabulary management in general
	· Low to intermediate computer users

· No experience with apps like this

	Value Proposition


	· We want the time commitment to contribute. 

· You get to help the iSchool define itself.

· You get to please Mike.

· You get to be part of an interesting experiment
	· We want the time commitment to contribute. 

· You get to work with your research colleagues to spur discussion about what you do and produce

· You get to be part of an interesting experiment

	Depth of the experience
	· For synchronous mode app should be pretty immersive. You should be able to establish a pace and burn through a lot of questions

· For asynchronous mode, the app should not appear as an app at all, but as a quick question to receive a quick answer. In other words very low depth
	· For synchronous mode app should be pretty immersive. You should be able to establish a pace and burn through a lot of questions

· For asynchronous mode, the app should not appear as an app at all, but as a quick question to receive a quick answer. In other words very low depth

	Style of the application
	· UW professional following the official UW sites
	· UW professional following the official UW sites


1.1. Use Modeling

1.1.1.1. Synchronous Mode

In synchronous mode, users are grouped together and answer one question after the next. In this way many questions and answers can be processed quickly. Our desire is that in one such session (of say 1 hour) we can detect significant movement toward convergence in the vocabulary set. 

1.1.1.2. Asynchronous Mode

In asynchronous mode, users answer one or a few questions at a time and are alone. This is the mode we expect the final accomplishments application to generally run in. We will not build out an asynchronous mode for this experiment.
2. System Functions

2.1. Required functions

To successfully complete our test, the application must:

· Have a user system that tracks participants

· Have a vocabulary system that tracks phrases used

· Have a question system that serves questions to users

· Have a LUG system that matches users and vocabulary sets

2.2. Desired functions

To enhance the effectiveness of the system it could have a management interface that allows a VM to manipulate the system without having to directly manipulate the database. We will create more advanced user interface around management functions as time allows and as the need for fast or integrated management arises.
2.3. Wow functions

To really enhance the user experience, their acceptance of the system, and their ability to understand and interpret the vocabulary relationships we are creating, we could include advanced visualization functions that show the evolving vocabulary in an interesting and easily understandable way. We will pursue this functionality as time allows. If implemented, this function can replace the standard tree-view control that we might otherwise employ.
3. Key Concepts

3.1. The Vocabulary

In the final accomplishments system, we will use what we develop in this experimental system as part of a wider accomplishments tracking system. In the final system, the vocabulary we manage will be the vocabulary of accomplishment. To get as near as possible to that vocabulary in the experimental system, we will work toward a vocabulary that:

· Describes the nature of the work that users do (subject words like "Adult Care," "Hormones," and "Metadata")

· States the products of that work (artifact words like "Journal Article," Conference Presentation," and "Poster Session.")

Instructions to the users of the system might read as follows:

We would like to come up with a set of phrases that describe what you do. Those phrases concern the general subject matter you work on as well as the products you create. Our assumption is that you have a small group of peers who understand most directly what you do, as well as a wider set of colleagues in your department, school and in the university as a whole that understand less and less well. The purpose of this experiment is to chart the phrases that you use with your peers and relate them to the phrase that you might use with others in the wider communities for the same concepts. 

3.2. Language Use Groups (LUGs)

LUGs are, loosely speaking, discourse communities. Each LUG may assign the same or different definitions, relationships and importance to a given phrase. Following the project requirement that the system serve faculty at each level of organization, we will assume that the LUGs of interest nest within each other in the same way that faculty groupings nest (departments in schools in the University). 

At the lowest level are faculty peer groups which may use very arcane and specific phrases. These phrases may be only fully understood within that small (possibly cross disciplinary) group. Thus, there will be no disciplinary boundaries implied in a peer group LUG. At the next level, faculty participate in a departmental LUG where the language is less specific, but still particular to the shared expertise of that department. Wider still are the LUGs of the school the faculty member belongs to and of the university as a whole. 

The experimental system will give each LUG a way to create phrases and describe their accomplishments and to semantically map the phrases used by one LUG to those used by other, especially wider, LUGs 

3.3. Phrases

Phrases are one or more words that together have some specific meaning. A phrase ought to be understandable to at least one LUG without further explanation. For each LUG that uses a phrase, there can be an accepted definition. In addition, phrases have relationships to other phrases in use in the same LUG or in use in other LUGs.

3.3.1. Phrase Relationships

Each LUG has a set of phrases it uses. Each phrase has a set of LUGS that use it. Each phrase/LUG can be related to other phrase/LUGs. In other words, phrase can be related to other phrases within the same or other LUGs. Relationships fall into these categories

· P1 is a broader form of  P2

· P1 is a narrower form of  P2

· P1 is a synonym of P2

· P1 is a broader form of P2 is equivalent to P2 is a narrower form of P1.
P1 is a narrower form of P2 is equivalent to P2 is a broader form of P1.
P1 is a synonym of P2 is equivalent to P2 is a synonym of P1.
Only one statement of each equivalent pair will be stored in the system to eliminate redundancy.

The main goal of the system is to produce a vocabulary that is rich enough to describe the work that a LUG creates and connected enough to the vocabulary used in other LUGs, that people in different LUGs can understand each other's work. Thus, special emphasis is given to the relationships between LUGs and their parent LUGS.

Our assumption is that if we push the vocabulary always toward the integration of lower LUGs with their parents we will be most assured that at some level of LUG, all phrases can be related. People coming in from any LUG will always be able to relate to those people who are in lower LUGs. At the topmost level, all LUGs feed into the UW LUG, so all LUG vocabularies will have to meet there. This is not to say that the relationships between other LUGS is to be ignored, but rather that creating relationships to wider LUGS will be given priority over creating relationships between disparate LUGs.

The following table summarizes the possible phrase relationships between LUGS and the presumed importance of each in building and converging a vocabulary:

	
	Broader
	Narrower
	Synonym

	Same LUG
	Question: Suggest or validate a phrase people in your same group use that is broader in scope than the current phrase?

Importance: Medium
	Question: Suggest or validate a phrase people in your same group use that is narrower in scope than the current phrase? 

Importance: Medium
	Question: Suggest or validate a phrase people in your same group use that is the same as the current phrase? 

Importance: Medium

	Higher LUG
	Question: Suggest or validate a phrase people in this wider group use that is broader in scope than the current phrase?

Importance: Low
	Question: Suggest or validate a phrase people in this wider group use that is narrower in scope than the current phrase?

Importance: Low
	Question: Suggest or validate a phrase people in this wider group use that is the same as the current phrase? 

Importance: High

	Lower LUG
	Question: Suggest or validate a phrase people in this more specific group use that is broader in scope than the current phrase?

Importance: Very low
	Question: Suggest or validate a phrase people in this more specific group use that is narrower in scope than the current phrase?

Importance: very low
	Question: Suggest or validate a phrase people in this more specific group use that is the same as the current phrase?

Importance: High

	Different LUG
	Question: Suggest or validate a phrase people in this other group use that is broader in scope than the current phrase?

Importance: low
	Question: Suggest or validate a phrase people in this other group use that is narrower in scope than the current phrase?

Importance: low
	Question: Suggest or validate a phrase people in this other group use that is the same as the current phrase?

Importance: Medium


3.3.2. Phrase and Relationship Metrics

Both phrases and phrase relationships have these measures attached to them.

· Relevance measures how users feel about the phrase or relationship is. This measure goes from -50 (very unimportant) to +50 (very important). A values of 0 indicates that user has no opinion on the importance. 

· Agreement measures the variance in the relevancies assigned to a phrase or relationship by various users. This value is derived from the relevance values that users enter.

· A percent of users who believe that this phrase or relationship is "done." For phrases, some percentage of the users in a LUG have stated that the definition no longer needs to be crafted. For relationships, users have stated that they can think of no more relationships of a given type for a given phrase.  

Both phrases and relationships have an importance, agreement and percent done field in their table. This field carries a single current value that is used in question selection calculations and question management as shown in the following table.

	Metric
	Meaning
	Set by…
	Used for…

	Relevance
	How relevant  the phrase or relationship is to that LUG
	An average of the relevance weights set by each user that review the phrase or relationship.
	· Display. In lists, phrases can be sorted by relevance to the LUG.

· In selecting questions. More relevant phrases and relationships can be asked about more frequently.

· Deleting. Phrases that fall below a set relevance threshold.

	Agreement
	To what extent users relevance evaluations agree with each other.
	A variance calculation over all the relevance measures that users have entered
	· In selecting questions. Phrases and relationships with less agreement can be presented to a wider audience to try and find some general consensus.

	Percent Done
	What percentage of the members of this LUG feel that the phrase definition or relationship type is complete
	A tally of the users who say the phrase or relationship is done
	· In selecting questions. Phrases and relationships with more "dones" can be asked about more frequently to try to drive them to full completion. 


Single values for agreement, relevance, and percent done are stored along with phrases and relationships. The data behind these single numbers is held in the ResponseLog table. In this table, the individual values assigned by each person who has evaluated a phrase or relationship is stored. The values in this table:

· Are combined to calculate the single values that go in the tables.

· Are combined to create convergence measures.

3.4. Questions

Our system asks questions to users in an attempt to generate new phrases and new phrase relationships as well as to spur agreement on existing phrases, phrase definitions and phrase relationships.

In our system, questions have:

· Types which determine what they concern, how they are presented, and what impact their answers have on the vocabulary. Question types have a weight that determines how frequently they are asked. There is a default weight for each question type. In addition there is a LUG specific weight that can be set and changed by the Vocabulary Manager.

· SubTypes that determine the specific entities and relationships that the question will concern. Subtypes too have weights that determine how entities will be selected.

3.4.1. Question Types

The object (the part of the vocabulary that is affected) of our questions can be a phrase, a phrase relationships, or a LUG.  The questions themselves they fall into these broad types:

· Evolve. Refine the definition of a given PhraseLug or the entry requirements of a given LUG or state that the existing definition is complete
· Suggest. Suggest broader, narrower or synonymous phrases for a given phrase and LUG and enter a starter definition or state that that type of relationship is already well covered in the system.
· Review. Rate how relevant a particular relationship is to its LUGs.

· Validate Membership Validate that you belong to a LUG (while these questions are possible for any LUG, in practice they will only be needed for the peer group LUGS)

3.4.2. Question SubTypes

Here is the entire list of question types and subtypes and their importance relative to other questions of the same type. Notice that the various types of relationships (creating and setting weights) accounts for the large majority of questions. 

	Entity Affected
	Type
	Sub Type
	Relationship
	SubType Weight

	PhraseLUG
	Evolve
	Definition
	
	High

	
	
	
	
	

	PhraseLUG
	Create
	Definition
	
	

	
	
	
	
	

	
	
	
	
	

	PhrasePhrase
	Suggest 
	Lower LUG
	Synonym
	High

	PhrasePhrase
	Suggest 
	Higher LUG
	Synonym
	High

	PhrasePhrase
	Suggest 
	Same LUG
	Broader
	Medium

	PhrasePhrase
	Suggest 
	Other LUG
	Synonym
	Medium

	PhrasePhrase
	Suggest 
	Same LUG
	Narrower
	Medium

	PhrasePhrase
	Suggest 
	Same LUG
	Synonym
	Medium

	
	
	
	
	

	PhrasePhrase
	Review
	Lower LUG
	Synonym
	High

	PhrasePhrase
	Review
	Higher LUG
	Synonym
	High

	PhrasePhrase
	Review
	Other LUG
	Synonym
	Medium

	PhrasePhrase
	Review
	Same LUG
	Broader
	Medium

	PhrasePhrase
	Review
	Same LUG
	Narrower
	Medium

	PhrasePhrase
	Review
	Same LUG
	Synonym
	Medium

	
	
	
	
	

	
	
	
	
	

	PhrasePhrase
	Suggest 
	Higher LUG
	Broader
	Not used

	PhrasePhrase
	Suggest 
	Higher LUG
	Narrower
	Not used

	PhrasePhrase
	Suggest 
	Lower LUG
	Broader
	Not used

	PhrasePhrase
	Suggest 
	Lower LUG
	Narrower
	Not used

	PhrasePhrase
	Suggest 
	Other LUG
	Broader
	Not used

	PhrasePhrase
	Suggest 
	Other LUG
	Narrower
	Not used

	PhrasePhrase
	Review
	Higher LUG
	Broader
	Not used

	PhrasePhrase
	Review
	Higher LUG
	Narrower
	Not used

	PhrasePhrase
	Review
	Lower LUG
	Broader
	Not used

	PhrasePhrase
	Review
	Lower LUG
	Narrower
	Not used

	PhrasePhrase
	Review
	Other LUG
	Broader
	Not used

	PhrasePhrase
	Review
	Other LUG
	Narrower
	Not used


3.4.3. Question Weights

 To decide what questions to select for a given user, the system uses a set of weights. Questions that are weighted more heavily are more likely to be asked. The system is probabilistic not deterministic. In other words the next question to ask is not precisely determined. Rather, the selection process is pushed in certain directions by the weights the vocabulary manager sets, but within those weights the specific question asked is selected randomly. The purpose of this approach is to get a broad distribution of questions (the random part) that is skewed (the weighing part) toward the kinds of questions we believe will promote convergence in the vocabulary. Weights fall into these categories:

· Question Type weights set the frequency with which each type of question will be asked. Type weights are set in the QType table.
· Question SubType weighs set the frequency within each type that the specific questions of that type will be asked. Subtype weights are set in the Question table. Relative (high, medium, and low) Subtype weights are listed in the table above.
· Entity weights set parameters by which specific entities (phrases, relationships and LUG definitions) will be selected for a given question type. Entity weights show the relative importance of relevance measures, agreement measures and percent done measures in the process of selecting specific entities for questions. These weights are listed in the Question table.
3.5. Convergence

Convergence is the degree to which the vocabulary:

· Is comprehensive. To what degree does it cover the complete span of vocabulary that a LUG needs to say what it does?

· Is agreed upon. To what degree do the users agree on the vocabulary and relationships in the system?

We expect to drive the vocabulary of each LUG and of the system as a whole toward convergence by asking questions of users. 

3.5.1. Convergence Techniques

We assume that the questions we present and the way we present them will drive the vocabulary toward convergence by  increasing the span of vocabulary, and increasing the agreement among users.

3.5.1.1. The Questions Asked

We chose the set of question types in an attempt ask the kinds of question that will spur agreement and comprehensiveness. 

· Suggest questions seek to expand the span of the vocabulary both within and between LUGS by specifically asking users to coin new terms.

· Review questions seek to spur agreement by canvassing a wide range of users on the same subject, and showing the current "prevailing opinion" in the form of average ratings, the assumption is that out-lying users will be nudged toward that prevailing opinion or will be inspired to work more directly to move the center toward their opinion.

· Evolve questions put the users in direct contact with the definitions of others in such a way to spur agreement between them and the others. By adjusting the presentation of the evolve and the agreement threshold after which the evolve question for a particular phrase is no longer asked, we hope to drive consensus on phrase and LUG definitions.
· Both evolve and suggest questions allow the user to respond that the process is complete in their opinion. In the case of a suggest question, the "done" response indicates that the user believes that the vocabulary is comprehensive on the particular point of the question. In the case of the evolve question, the "done" response indicates that the user agrees with the current definition. The assumption is that the more "done's" that get logged for an entity, the more likely it is that others will come to the same opinion.

3.5.1.2. How Questions are Selected
The Vocabulary Manager can set the weights for each question type. Weights set the percent of the time that each type of question is asked. Within each type there are further weights that decide how frequently to ask its subtypes. For example, the Vocabulary Manager can set 50% of the questions to be of type Evolve. Within Evolve questions, the VM can set 50% of the questions to be Phrase Definition Evolves. Thus, on average 25% of all the questions asked will be Phrase Definition Evolves. 
Finally, the VM can set question weights that determine how a particular phrase's relevance, done, and agreement values are used to select it for a question. 

So, the selection rules can be changed as we learn what best inspires convergence. Some starter rules we might follow are: 
· Entities with less agreement will be shown more frequently (to user's who have not yet seen them). The idea is to get the widest set of opinions on issues of dispute.

· Entities with more "done" marks will be shown more frequently to try to drive them to a majority done state.

· Phrases that are more relevant will be shown more frequently.

3.5.1.3. Presentation Parameters

We maintain a set of parameters which determine if certain parts of a question screen will be presented. These presentation parameters let us control how much information in addition to the question itself we will give to the user. By adjusting what is shown, we hope to exert a positive impact on convergence. 
The parameters we will maintain are:

· Anonymity. Are user names associated with the question? For example we could choose to name the user who suggested a phrase relationship.

· Consensus. Should we show the current consensus on the question? For example, we could show the average agreement now on a relationship before asking the user to rate it herself.

· Background. Should we show background information such as the other relationships a phrase is part of and the other phrases that a LUG uses?
3.5.2. Convergence Measures

We measure convergence of the vocabulary by agreement and comprehensiveness. The overall agreement in the system is measured by the average agreement of all phrase and relationship relevances. In other words if there are 100 phrases at an average of 50% agreement and 100 relationships at an average agreement of 70% then the overall agreement in the system is 60%.

Agreement can be calculated for any node in the LUG/Phrase hierarchy. That is, it can be calculated for the system as a whole (UW LUG), any LUG below (any department, school or peer group) or any phrase individually. Agreement can also be calculated for phrases or relationships separately.
Overall comprehensiveness is a measure of the percent of users who say that phrase definitions and phrase relationships are done. 

For example, suppose there are 100 phrases (with 100 definitions) and 100 users. On average 50 users have marked each definition as done. The comprehensiveness for phrase definitions is then 50%. If there are 100 relationships and on average 20 users have marked each one as done, then the comprehensiveness for phrase relationships is 20%. The overall comprehensiveness of the system is then 35%.

Comprehensiveness can be calculated for any node in the LUG/Phrase hierarchy. That is, it can be calculated for the system as a whole (UW LUG), any LUG below (any department, school or peer group) or any phrase individually. It can also be calculated for phrases or relationships separately.

4. Data Model

For information on the database tables, relationships and attributes, see the Access File vocab.mdb
5. Functionality

5.1. Vocabulary System

The vocabulary system consists of these parts

· The RDB tables in which phrases and phrase relationships reside

· The UI for displaying the current state of the vocabulary for one or more LUGs for the VM and end user.
· The UI for the VM to use to directly manipulate phrases and phrase relationships

After initial loading, we intend that the vast majority of changes to the vocabulary data will occur as the result of actions taken by the question system.

5.1.1. Vocabulary Display
The vocabulary display function will have these features:

A LUG/Phrase tree view that shows any level LUG and the phrases it and its child LUGs use.

A LUG detail view showing all useful information about a LUG

A Phrase detail view showing all useful information about a phrase.

5.1.1.1. LUG Phrase Tree View

This view shows the complete hierarchy of the LUGs and their phrases. The root node is the University LUG. 

· The tree view can be set to display the hierarchy starting from any node in the hierarchy. Thus, we can display the hierarchy for all LUGs, any individual LUG, or any phrase and its narrower phrases within a LUG.

· The tree view can support open and close node events separately from display Detail view events. For example, a plus/minus icon can trigger the expand collapse operation while a click on the title of the node can trigger the appropriate Detail View for that node to display.

· The tree view can open and close nodes as the user decides or programmatically. In other words, the control will open the nodes with the Id's passed to it. For example, if the user clicks three nodes open, all three will be shown open on the screen. We can open the same three nodes programmatically by passing the control the Ids of the three nodes we want open. If the tree view is passed a node Id that is many levels down, all the parents of the passed node will expand as well.

· Below the level of a phrase, the tree view can display the phrase relationships of the expanded phrase. Narrower phrases within the same LUG are treated as sub-nodes to the expanded phrase node. Other relationships are shown with a distinctive icon for the relation type and the name of the related phrase.

· If another LUG uses the same phrase, a distinctive icon is shown and the related LUG's name is listed

· LUG nodes are linked to a LUG Detail View

· Phrase nodes are linked to a Phrase Detail View

· Relationships are hyperlinked to the Phrase Detail View of the related phrase. 

Optional

· The tree view supports a back button that takes it back through the states that it has been in since being first opened.

***********************************************************************

<Screen shot: http://connection.ischool.washington.edu/accomp_dev/vocmgrproto/index.htm >
***********************************************************************

5.1.1.2. Phrase Detail View

The phrase detail view shows one phrase, all it's relationships, and all its LUGs:

· The phrase name and its definition for the current LUG are shown most prominently.

· The LUG names that also use the phrase are shown along with their definitions of the same phrase. 

· The relationships that the phrase has are sorted and listed along with the definitions of the related phrases. 

Phrase and LUG name clicks cause the tree view to set its root to the appropriate LUG and expand the appropriate phrase node and all its parents.  

5.1.1.3. LUG Detail View

The LUG detail view shows one LUG and all its relations to other LUGs:

· The LUG name and its entry requirements are shown most prominently.

· The LUGs higher and lower in the LUG hierarchy are shown along with their entry requirements.

· LUGS not in the linage of the current LUG that share phrases with the current LUG are shown along with the list of overlapping phrases. 

· LUG Users ????

Phrase and LUG name clicks cause the tree view to set its root to the appropriate LUG and expand the appropriate phrase node and all its parents.  

5.1.2. Create, Modify, Delete Phrase

The intent of the application is that the initial set of phrases are deduced and loaded from parsed versions of the works of the users. After that, phrases ought to be created, modified, and deleted. 
A deleted phrase is one whose weight has gone below an agreed upon value.

In addition, the vocabulary manager can go into the database and directly add, modify or delete phrases.

5.2. User System

5.2.1. Login/Logout

The only information about a user that needs to persist is a user Id. All user actions are either user agnostic or driven by a user Id

5.2.2. Create, Modify, Delete User

User maintenance will be done by direct manipulation of the DB.

5.3. LUG System

5.3.1. Create, Modify, Delete LUG

LUG maintenance will be done by direct manipulation of the DB.

5.4. Manager System

5.4.1. Load Phrase Set

Metatagger will output phrase and data in this form:

MetaTagger™, a commercial classification system from Interwoven, Inc., was used to process the document collection.  MetaTagger™ runs a cascade of natural language processes over each document to produce an index of phrases.  The documents are first converted from PDF or Doc files to plain text.  Then each document is tokenized and a customized stoplist of words are removed.  The tokenization is case-sensitive because the quality of the phrases appeared better.  We believe this is due to the large number of acronyms founds in CVs.  Next, each token is assigned a part-of-speech tag, as this is required for the phrase extractions process.  For this experiment we limited our acceptable phrases to noun phrases of type noun, proper noun, adjective + noun, and noun + preposition + noun.  Accomplishments and interests are concepts most clearly expressed in a noun-phrase format.  These noun phrases are extracted to a metadata file for each user.  Finally a Perl script is run over the metadata files to collect the phrase information and create the Phrase taxonomy and a list of LUGs.We will fill the phrase and LUG tables from this output as follows

5.4.2. Resolve Phrases

The substantially same phrase can be independently coined from two LUGs. These different sources need to be merged to one phrase with links to two LUGS. For this application, the process will be a manual one of scanning the phrase table for likely duplicates and then merging them by changing the Id of one of them in the PhraseLug table. We will build UI for this function as time allows.
In Microsoft Access there are two methods that you can use to search for and identify records containing a particular character or string programatically:

Method One: Using the InStr() Function

One solution is to use the InStr() function. The InStr() function returns the position of the first occurrence of a string within another string. The following example search for the first occurance of the asterisk character in the FirstName field:

NewField: InStr(1,[FirstName],"*")

You can use this method to obtain a recordset containing any sequence of characters. To do so, just change the asterisk in the expression above to match the string or character for which you want to search. 

Method Two: Using the LIKE Operator

The LIKE operator returns a recordset that matches a pattern. The following example uses the LIKE operator to determine whether or not the asterisk character exists in the names in the table. If it does, it becomes a member of the query's recordset. 

Like "*[*]*"

The first and last asterisks are wildcards, much like the Microsoft MS-DOS asterisk wildcard. The [*] tells Microsoft Access to look for the character asterisk and not to use it as a wildcard. 

5.4.3. Convergence

5.4.3.1. Set Question Weights

The Vocabulary Manager can change the question weights over the course of a run of the experiment to affect the relative percentages of each question (in order to drive convergence). To do so the VM can directly edit the database to:

· Reset the question weights to the defaults (stored in the QType table)

· Change the proportion of the questions asked between the question types (stored in the QType table). 

5.4.3.2. View Convergence Stats

The Vocabulary Manager can see the current state of convergence for a given LUG. The screen that provides this information includes:

· The overall convergence statistics for the LUG

· The agreement and comprehensiveness statistics listed separately

· The agreement and comprehensiveness of each term or relationship in the LUG

***********************************************************************

<Screen shot: http://connection.ischool.washington.edu/accomp_dev/vocmgrproto/convergence.htm>

***********************************************************************

5.5. Question System

To decide which exact question to ask, the system uses a random weighted selection process. In other words questions are selected randomly from a pool of possible questions, but some questions occur more frequently in the pool than others.

The overall flow of questions and answers is as follows:

1. Given a User Id, the system generates a question.

2. System presents the question.

3. User answers the question.

4. System logs the answer and goes back to the first step.

5.5.1. Generate Question

Given a user id, the system must generate a question. This is a multistep process:

5. Find the appropriate question type.

6. Find the appropriate specific question in that type.

7. Find the entity about which to ask the specific question.

5.5.1.1. Finding the Question Type

Given a user Id, the system selects a question type using this process:

8. Random Select from the user's LUG s in the UserLug table. Instead of choosing a LUG at this point, we could use the entire phraseLUG pool for the user, instead of only the phraseLUG pool for a particular LUG. This may slow down performance a little, but we might get better convergence by using a larger pool of entities for the weighting process.
9. Weight a random selection process for QTypeId using the weights returned. 

10. Return the selected TypeId

5.5.1.2. Finding the Specific Question

Given a type Id, the system selects a question of the type using this process:

11. Find the question within the type using the relative weights stored in the Question table.

12. Find the specific entity or entities (phrase, relationship, or LUG) to ask the question about. 
Note: Entity type is inherent in the question type.
Create/Evolve – PhraseLUG
Suggest/Review - Relationship
13. Finding the question can proceed as follows:

14. Find the question weights for the given type from the Question table.

15. Weight a random selection of a Question.Id using the weights.

5.5.1.3. Finding the Entities

Given a question Id, the system must then select the entities about which to ask the question. The particular process depends on the type of question

5.5.1.3.1. Evolve Phrase Questions

16. Get the entity weights from the Question table for the given Id (ImpWeight, DoneWeight, and AgreeWeight)

17. Get Ids and metrics (Relevance, Agreement, and PercentDone) from the PhraseLug table for the user (see 5.5.1.2 above).

18. Use weighted random selection process to select a Phrase Id

a. Where the weight for each Id = (PhraseLug.Relevance * ImpWeight + PhraseLug.Agreement* AgreeWeight + PercentDone*DoneWeight)/3

b. More generally:
Entity weight as a percentage = (W1*V1 + W2*V2 … + Wn*Vn)/n
Where W is the weight, V is the weighted value, and n is the number of weight-value pairs.

5.5.1.3.2. Suggest Questions

19. Get Phrase1ID (using the Evolve Phrase Questions process)

20. If a PhrasePhrase record does not exist for Phrase1Id and RelatTypeId, then create one.  Otherwise, if Phrase1Id has an entry in the PhrasePhrase table for the given relationship type,  then randomly choose a different Phrase1Id using the evolve phrase process. 

a. If you run out of Phrase1Id's up the threshold to one relation of the given type for the selected phrase. To restate,if there are no phrases without the given relationship type, then create additional phrase relationships for the  least related phraseId.
b. Do we use PhrasePhrase weight values for this step at all? No
5.5.1.3.3. Relationship Review Questions

21. Get the entity weights from the Question table for the given Question Id (ImpWeight, DoneWeight, and AgreeWeight)

22. Get Ids and metrics (Importance, Agreement, and PercentDone) from the PhrasePhrase table for  the user (see 5.5.1.2 above). 
23. Use weighted random selection process to select a Phrase Id

a. Where the weight for each Id = (PhrasePhrase .Importance * ImpWeight + PhrasePhrase .Agreement* AgreeWeight + PhrasePhrase *DoneWeight)/3

24. So this step does not use the Evolve entity selection process at all, correct? True
25. How is LUG2 chosen?

5.5.1.4. Weighted Random Selection

In each step of the question selection process, a weighted random selection occurs. Here is an algorithm to accomplish the weighting.

26. Create a two dimensional array of the Ids to be selected from.

27. In the first position put an Id.

28. In the second position put the weight for that Id (which will always be between 0 and 100).

29. Scale the values in the second position so that they each represent a range of numbers not a percent.

30. Randomly select a number between 0 and 100 (to 4 decimal places to account for small ranges in the scaled values)

31. Choose the Id whose value is has a range that includes the randomly selected value.

For example, suppose there are 3 Ids selected with weights of 33, 33, and 33 respectively. The following table summarizes the calculations on the array that would be created:

	Id
	Weight
	Scaled Weight

	1
	33
	33.3333

	2
	33
	66.6666

	3
	33
	99.9999



Why not just add all of the weights up and choose a number within the total? If the random number selected is between 0 and 33.3333, the id to select is 1. If the number is between 33.3333 and 66.6666 the id to select is 2. 
Questions:
What happens if there are more than 100 entities?
Suppose we have four entities with different weights, this process gets more complicated.
What about entities with a weight of 0, when would they ever be chosen? Should they be chosen only after all of the other weights equal 100? Should they be given a default floor weight?

Alternate Method for Entity Selection
1. Create entity pool.
2. Randomly shuffle pool.

3. Find the maximum weight for any entity in the pool.

4. Create a floor value (for zero valued entities) by multiplying the maximum possible entity weight by a percentage floor modifier (say 10%).

5. Choose a random value up to the maximum weight found in the pool.

6. Select the first entity found that meets or exceeds the random value.
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Algorithm for Evolve Questions

1. Retrieve records for all phraselugs in the user’s lugs.

2. Use these records as the entity pool for weighted selection.

Algorithm for Suggest Questions

1. Make sure at least one phraseLUG exists for the user.

2. Retrieve records for all of the phrase relationships of the chosen type that are within the user’s lugs.

3. Retrieve records for all phraselugs in the user’s lugs.

4. Count the number of occurrences of phrase relations for each phraselug.
5. Create a pool of entities with a occurrences count of 0. 

6. If the pool is not null, use weighted selection to choose an entity. If the pool is null, increment occurrences count and recreate pool. Repeat.

Algorithm for Review Questions

1. Make sure at least one phrase relationship exists for the user.

2. Retrieve records for all of the phrase relationships of the chosen type that are within the user’s lugs.

3. Use these records as the entity pool for the weighted selection.

5.5.2. Presenting Questions

Given a User Id, Question Id, and Entity Id, the system must generate the HTML that presents the question. To do so, the application will pass these parameters to a page for the given question type. The page will:

1. Retrieve the full records from the id's given.

2. Determine which major sections of the page to display based on the display parameters for the question passed. 
3. Lay out the page and insert the appropriate text strings for the question entitles.

4. Retrieve and layout other records (related phrases for example) that the page requires. 
The following sections chart the process used for each of the pages associated with a question type.
5.5.2.1. Evolve Screens

Phrase definitions and LUG entry requirements are text statements. The system will allow them to evolve as various users review and revise them. Evolve questions have a user interface that shows the current statement and the trail of revisions that have been made. 

The Evolve screen has these major areas

· The current definition is shown in a text area where the user can change it if she wants

· Below the definition, the relevance and importance sliders with which the user can set her decisions on these issues. The DisplayConsensus parameter in the question table  determines if the importance and relevance slider are initialized to the average values for the LUG or set to 0 when the screen comes up. The label for the control will be changed as well if the sliders show consensus.

· Next to the current definition and sliders are the list of previous definitions. The code that produces the list has parameters built in (i.e., not stored in the database) to set its length. The DisplayAnon parameter determines if name of the user who suggested a definition will be attached to previous definitions.

· If the DisplayBkg parameter is set to true then beneath the other areas is a background section that shows other phrase relationships and the other phrases in use by this LUG.

· (covered later on I think) If the user changes a definition, a new definition record will be created, marking that user as the creator of the new definition. The phraseLUG definition is replaced by the new one.

· (covered later on I think) If the user votes on an existing definition, the definition they chose will be recorded and the current phraseLUG definition will be replaced by their choice.

***********************************************************************

<Screen shot: http://connection.ischool.washington.edu/accomp_dev/vocmgrproto/review_a_definition.htm>

***********************************************************************

 

5.5.2.2. Suggest Screens

Phrase relationships can be created by the users in Suggest screens. These screens have these major areas

· The current phrase and definition are shown at the top of the screen.

· If the DisplayConsensus parameter is set, the importance, relevance and done values for this phrase will be displayed.

· Below the definition, the screen asks the user what phrase she would use to discuss the phrase with another LUG.

· If the other LUG is the same as the current lug, the question might ask about a synonym, narrower or broader term based on what question subtype was selected.

· If the other LUG is not the same, the question will ask only about synonyms.

· If relationships already exist of the given type for the phrase then the screen will show them.  The DisplayAnon parameter determines if name of the user who suggested a relationship will be attached to previous definitions. The user can click a done button in this area if she feels that the relationships given are sufficient to cover the phrase.

· The screen will prompt the user to suggest a new relationship of the type given and type in a short definition for it. Alternatively, the user can click a done button in this area to indicate that they have no other ideas to offer. We take this response to mean that the user feels that there are no other phase relationships of this type. 

· If the DisplayBkg parameter is set to true then beneath the other areas is a background section that shows other phrase relationships and the other phrases in use by this LUG.

***********************************************************************

<Screen shot: http://connection.ischool.washington.edu/accomp_dev/vocmgrproto/suggest_a_phrase.htm>

***********************************************************************

5.5.2.3. Review Screen

Users can review the relationships created by others in the Review screen. The screen has these major areas:

· A the top of the screen the relationship to be reviewed is described

· If DisplayAnonymity is set then the name of the person who suggested the relationship will not be shown.

· The text will be crafted to reflect the appropriate LUGS, phrases and relationship words based on the question that is being asked.

· If the DisplayConsensus parameter is set, the importance, relevance and done values for this phrase will be displayed.

· Below are relevance and importance sliders with which the user can set her decisions on these issues. The DisplayConsensus parameter in the question table determines if the importance and relevance slider are initialized to the average values for the relationship or set to 0 when the screen comes up. The label for the controls will be changed as well if the sliders show consensus.

· If the DisplayBkg parameter is set to true then beneath the other areas is a background section that shows other phrase relationships and the other ratings for this relationship.

***********************************************************************

<Screen shot: http://connection.ischool.washington.edu/accomp_dev/vocmgrproto/review_a_relationship.htm>

***********************************************************************

5.5.3. Log Answer

Having built a question page:

1. The application sends the page to the user's browser. 
2. The user fills in controls on the page and then clicks a button to submit it. 
3. Depending on the button clicked and the controls filled in the application will create a record in the ResponseLog table. And May create records in the Phrase and Phrase PhraseLUG table as well.

4. The application will recalculate the relevance and agreement values on the phrase or relationship the question pertained to
5.5.3.1. Records Created from Question Pages
The following table summarizes the various exit patterns from the question pages and the database records each will create or update.
	Page
	Button Clicked
	Controls filled in 
	Database Results

	Evolve
	No Opinion
	
	· Log Record created 
· Log.relevance  = 0

· Recalc relevance and with no results values. 

	Evolve
	I Vote for the Definition without changes
	Relevance
	· Log Record created 

· Log.Done=True

· Log.Relevance = value

	Evolve
	I vote for this definition without change (link)
	Relevance
	· Log Record created 

· Log.Defintion = value

· Log.Relevance = value

· PhraseLug.definition = value

· 

	Evolve
	Submit my changes to the Definition 
	Relevance
	· Log Record created 

· Log.Defintion = value

· Log.Relevance = value

· PhraseLug.definition = value

· 

	Suggest
	I think that covers it
	
	· Log Record created 

· Log.done=true

	Suggest
	I can't think of anything
	
	· Log Record created 

· Log.done=true

	Suggest
	Submit my suggestion
	Phrase 

Definition
	· Log Record created 

· Log.Phrase = value

· Log.definition= value

· Phrase create new record and fill in phrase unless there is a literal match with an existing phrase.
· PhraseLUG create new record and fill in definition

	Review 
	Submit my opinion
	Relevance
	· Log Record created 

· Log.Relevance = value

· 

	Review 
	I have no opinion
	
	· Log Record created
· Log.Relevance = 0

· 


Note: For Review questions where a new phrase is created. By convention Phrase2 and Lug2 in the PhrasePhrase table will reflect the newly created phraselug where Phrase1 and Lug1 are the existing phraselug. This allows us to track the newly created phrase, phraselug, and phrasephrase record by only recording the entity id for the phraseprhase record in the response log.
5.5.3.2. Relevance Calculations
To arrive at the relevance value for a particular PhraseLug or relationship, we will use a simple average of the relevance values of the people who have been asked.

R = Sum(L.R)/L.Num

Were 

· R is the relevance value to be stored in the entity  table.

· Sum is the sum over all the records in the log that pertain to this entity (PhraseLug or Relationship).

· L.R is the relevance value of a log record for the entity

· L.Num is the number of Log records for the entity 

· Agreement Calculations

For agreement values we will use a variance measure

A = Sum((L.R - R)**2/(n-1))

Where 

· A is the agreement value to be stored in the entity table

· Sum is the sum over all the records in the log that pertain to this entity (PhraseLug or Relationship).

· L.R is the relevance value of a log record for the entity

· R is the average relevance value that was preciously calculated

· N is the number of the current record form the log table

This formula follows the standard model for variance:
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See http://www.itl.nist.gov/div898/handbook/eda/section3/eda356.htm for more information.
5.5.3.3. Done Calculations

For Done values for an entity, we will use the percent of the LUG members that have indicated that the entity is done:

D = Log.D/Lug.U

Where

·  D is the value to be stored in the entity table

· Log.D is the number of done's for the entity in the Log table

· Lug.U is the number of users in the LUG
�Perhaps too much functionality on one screen. Also, slider bar may be confusing – I suggest a Likert scale.


�Ditto here. Also, it might be clearer for the user if the same type of functionality is in the same spot on each screen.


�We’ll need to talk about the text here... Also, slider bar should be Likert.
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